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Major institutional failures are rarely sudden. Inquiries 

and post-incident reviews repeatedly show that warning 

signs were visible early, harm signals were present and 

opportunities for proportionate intervention existed. 

The recurring problem is not simply that risk was 

unknown. It is that systems adapted to living with it. 

Diane Vaughan’s study of the Challenger launch decision 

showed how deviance can become normal within an 

organisation without any formal decision to accept it 

(Vaughan, 1996). Sidney Dekker later described how 

complex systems can drift away from safe operating 

boundaries through a sequence of locally rational 

adjustments (Dekker, 2011).

This paper brings those strands together and adds a third 

condition. It argues that many serious failures can be 

understood through a linked sequence of normalisation, 

drift and inversion. Normalisation describes the 

toleration of harms that should trigger correction. Drift 

describes the incremental movement of practice away 

from stated purpose or safe boundary. Inversion 

describes the point at which the incentive structure 

turns against the system’s own declared aim, so that 

behaviours which should attract support become costly, 

while behaviours which undermine the system become 

easier to sustain.

The claim is not that every failure follows this sequence, 

nor that the sequence is already settled in the literature. 

The contribution here is more modest and more 

practical. The paper proposes the Normalisation-Drift-

Inversion framework as an early-warning diagnostic 

model for identifying loss of control before visible 

collapse. Used properly, it helps leaders ask a harder 

question than whether a system is compliant. It asks 

whether the system is still selecting for the behaviour it 

claims to value.  

Within the NDI framework, resilience is not assumed to 

be proof of health. A system may appear resilient 

precisely because it has become adept at absorbing, 

distributing and concealing failure. In such cases, 

continuity is not evidence of success. It is evidence that 

normalisation and drift may already be well advanced. 

This matters because many institutions are praised for 

endurance when what they are really demonstrating is 

the capacity to function without correction. The paper 

therefore treats resilience not as an automatic virtue, 

but as a condition that must always be interpreted in 

relation to purpose, cost and burden distribution.

INTRODUCTION
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Large systems depend on cooperation, but cooperation 

is neither automatic nor self-sustaining. Research in 

institutional economics and behavioural science shows 

that many people are conditional cooperators. They 

comply when they believe others will do the same and 

when exploitative behaviour is credibly constrained 

(Ostrom, 1990; Fehr and Gachter, 2002). The practical 

implication is simple. A cooperative order does not rest 

on goodwill alone. It rests on the visible credibility of 

rules, boundaries and proportionate consequence.

This matters because a system does not need many bad 

actors to become unstable. It only needs enough actors 

willing to test boundaries in circumstances where the 

cost of doing so is low. Rational choice work in 

criminology has long shown that opportunistic 

behaviour responds to incentives, friction and perceived 

risk rather than to moral messaging alone (Cornish and 

Clarke, 1986). Deterrence research likewise suggests 

that certainty and timeliness of consequence often 

matter more than severity in shaping behaviour (Nagin, 

2013).

The point is not anthropological pessimism. It is 

operational realism. Systems that assume universal 

restraint or interpret predation as too exceptional to 

plan for build fragility into their own design. When 

constraint becomes weak, delayed, or politically costly, 

those willing to exploit ambiguity adapt first. Others then 

respond to the new reality. Cooperation starts to erode 

not because everyone has become immoral, but because 

the environment has stopped protecting cooperative 

behaviour.

This is the conditions-of-cooperation problem to which 

the rest of the paper speaks. Where exploitative 

behaviour is insufficiently constrained, systems do not 

merely face isolated rule breaking. They become more 

vulnerable to the sequence of normalisation, drift and 

eventual inversion. A weakening cooperative order is 

therefore not separate from institutional failure. It is 

often one of the conditions that makes harmful 

adaptation easier to absorb and harder to correct.

WHY COOPERATION
CANNOT BE ASSUMED
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Cooperation at scale depends on more than shared 

norms or declared values. It requires credible boundary 

maintenance. Rules only shape behaviour when those 

subject to them believe that breaches will be noticed, 

judged and answered in a timely and proportionate way. 

This is not an argument for harshness. It is an argument 

for behavioural reality. Where enforcement is weak, 

delayed or institutionally costly, boundaries become 

negotiable. Those willing to exploit ambiguity adapt first. 

Those expected to uphold the boundary learn that 

intervention carries personal or professional cost. Over 

time, the system does not become more humane. It 

becomes more exposed to harm.

For the NDI framework, guardianship is therefore a core 

risk variable. A system may retain policies, values 

statements and formal escalation routes while losing the 

practical authority to constrain behaviour. Once 

guardianship weakens, normalisation becomes easier 

because the system is already adapting to what it no 

longer reliably controls.

BOUNDARY MAINTENANCE AND 
GUARDIANSHIP

2.1
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As systems scale, they cannot rely on informal 

judgement alone. They need procedure to ensure 

consistency, fairness and legitimacy. That is necessary. 

Without process, authority becomes arbitrary and trust 

collapses.

The difficulty is that large systems must hold three things 

together: capacity, legitimacy and timeliness. Capacity 

determines whether the system can respond to the 

volume and complexity of the issues it faces. Legitimacy 

depends on fairness, evidence and due process, while 

timeliness determines whether the response still has 

behavioural relevance (Tyler, 1990; Nagin, 2013.) Where 

these three fall out of alignment, a system can retain 

formal authority while losing practical control.

This is one of the central weaknesses in many 

institutional failures. Procedural safeguards are 

essential, but under pressure they can become slow, 

threshold-heavy and binary. The signal received by those 

testing the boundary is not that rules exist. It is that 

consequences are distant, uncertain, negotiable or 

avoidable. Over time, enforcement becomes reactive or 

symbolic. Compliance may still be recorded, but its 

behavioural meaning weakens.

This erosion rarely presents internally as failure. It 

presents as caution. Decisions to defer, downgrade or 

proceduralise response are described as proportionate, 

legally careful or resource-aware. Each decision may be 

defensible in isolation. Collectively, they can shift the 

system away from boundary maintenance and towards 

accommodation of harm.

The point is not that procedure is the enemy of control. 

The point is that procedure must remain connected to 

purpose. When process improves judgement, it protects 

legitimacy. When process postpones judgement 

indefinitely, disperses responsibility or makes action 

practically impossible, it becomes part of the failure 

pathway.

Core warning: procedural legitimacy can preserve the 

appearance of control even as delay, threshold inflation 

and selective enforcement erode the system’s real ability 

to shape behaviour.

SCALE, PROCEDURE
AND THE LOSS
OF BEHAVIOURAL
CONTROL

3

Key message: Procedural legitimacy 

supports control only when it remains 

timely and purposeful; when process 

delays judgement or diffuses 

responsibility, it can preserve the 

appearance of authority while allowing 

harm to adapt and grow.
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Normalisation is the first stage in the sequence. It begins 

when repeated exposure to an adverse condition no 

longer triggers corrective action. The harm may still be 

acknowledged in principle, but in practice it becomes 

familiar, administratively tolerable, or too awkward to 

confront. Vaughan’s work remains foundational here 

because it demonstrates how repeated anomalies can be 

reclassified as acceptable through organisational 

learning rather than explicit approval (Vaughan, 1996). 

In this stage, the system still speaks the language of its 

stated purpose. Safeguarding remains a priority. Quality 

remains central. Safety remains non-negotiable. Yet the 

actual response to breaches becomes slower, narrower 

and more conditional. Escalation requires more 

paperwork. Thresholds rise quietly. Exceptional cases 

become routine. Delay comes to be seen as prudent 

rather than hazardous.

Normalisation often survives because it is cheap. Early 

intervention imposes visible cost. It may require 

confrontation, admission of uncertainty, process 

disruption, or reputational exposure. Tolerating a known 

problem is often institutionally easier in the short term, 

especially where the people bearing the harm are not the 

people making the decision. This is why normalisation is 

so dangerous. It allows a system to preserve the 

appearance of stability while slowly degrading its real 

capacity to protect.

Normalisation also has a distributional effect. Its costs 

are not borne evenly. They are usually pushed onto those 

with the least power to resist: victims, frontline staff, 

compliant employees, service users, customers or the 

public. Those with more power or insulation can often 

withdraw, avoid exposure or buy private alternatives. 

The institution therefore experiences tolerance as 

stability, while those closest to harm experience it as 

abandonment.  

This matters diagnostically because declining 

complaints, fewer escalations or calmer performance 

indicators may not show improvement. They may show 

that those harmed have stopped expecting a response. 

The system appears quieter not because the risk has 

been resolved, but because challenge has been 

suppressed or exhausted.

NORMALISATION:
LEARNING TO LIVE
WITH HARM
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Key message: Normalisation begins when 

repeated harm stops triggering 

correction, allowing institutions to 

mistake quietness for stability while the 

burden of unresolved risk is pushed onto 

those least able to resist it.
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Drift is the movement that follows. Dekker’s account is 

useful because it captures how systems slide away from 

safe or intended operation through a chain of locally 

rational choices rather than a single catastrophic error 

(Dekker, 2011). Each adjustment can be explained. 

Resources are tight. Evidence is incomplete. The case is 

complex. The timing is politically awkward. No individual 

step looks like abandonment. The cumulative effect, 

however, is loss of control.

Drift matters because systems are usually judged 

through snapshots. They are assessed against whether 

required processes exist, whether forms have been 

completed, or whether no dramatic event has yet 

occurred. Those indicators say little about whether 

boundaries are moving. A drifting system may look 

orderly because the outward machinery of governance 

remains intact. Meetings continue. Reports are filed. 

Audits are completed. What changes is the practical 

meaning of intervention.

Delay is central to drift because delay can operate as a 

substitute for decision. When response is deferred, 

downgraded or proceduralised, the system avoids 

immediate cost or controversy, but the harm does not 

disappear. It is carried forward in time and outward onto 

those least able to absorb it. From a risk perspective, 

delay is not neutral. It changes the incentive structure. It 

teaches some actors that boundaries are negotiable and 

teaches others that escalation may not be worth the 

cost.

As drift progresses, early proportionate correction 

becomes harder. The system moves from small, 

correctable interventions towards larger, more 

embarrassing choices. Leaders become trapped between 

acknowledging systemic failure and continuing 

accommodation. That is why drift so often persists. 

Further delay appears to be the least disruptive option, 

even when it is increasing long-term risk.

At this point, language often lags behind reality. The 

formal purpose of the system is unchanged, but the 

operating logic has altered. The organisation becomes 

increasingly concerned with managing complexity, 

workload and exposure rather than preserving the 

original boundary. That is why drift is so often missed. It 

feels like adaptation and some adaptation is necessary. 

The problem arises when adaptation ceases to serve 

purpose and begins to replace it.

DRIFT: DEVIATION
WITHOUT DECISION

5

Key message: Drift occurs when a chain of 

individually rational delays and 

accommodations gradually moves a 

system away from its purpose, making 

loss of control look like ordinary 

adaptation.
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Inversion is the threshold condition. It is reached when 

the system’s incentive structure turns against its 

declared purpose. This does not require conspiracy or 

malice. It requires only that the practical costs and 

benefits attached to behaviour have reversed. At that 

point, raising a concern may be more dangerous than 

ignoring it. Enforcing a boundary may be more costly 

than tolerating its breach. The system still claims to 

protect the vulnerable, reward competence, or pursue 

truth, but in operation it increasingly protects itself from 

the consequences of doing so.

At this stage, the system is no longer merely 

underperforming. It is operating in a stable but harmful 

equilibrium. Silence, delay and procedural defensibility 

become safer than correction. The institution may still 

use the language of protection, fairness or 

accountability, but the practical incentive structure has 

shifted towards self-protection.

In inverted systems, enforcement does not disappear. It 

becomes selective. Rules are applied more readily 

against those who are easier to discipline, those with less 

power to resist, or those who challenge the system’s 

preferred narrative. Formal process continues, but its 

function changes. It no longer reliably maintains 

boundaries. It contains exposure.

A defining sign of inversion is that corrective signals are 

reframed as threats. Whistleblowers, complainants, 

victims, or internal critics become sources of instability 

rather than sources of information. Near and Miceli’s 

work on whistleblowing is relevant here because it 

shows that organisations often react defensively when 

dissent creates risk for established arrangements (Near 

and Miceli, 1985). What was once an alert is now an 

irritation. What was once evidence of harm is now 

treated as a reputational problem.  

Inversion should not be confused with ordinary 

underperformance. It is a deeper condition. A weak 

system may fail to achieve its aims. An inverted system 

starts to punish the very behaviour that would help it 

recover. That is why late-stage correction becomes so 

costly. By the time inversion is established, the system 

has selected for silence, delay and procedural self-

protection. Reversal then requires not only technical 

fixes, but redistribution of authority, acceptance of 

institutional embarrassment and willingness to expose 

how long the problem was tolerated.

INVERSION: WHEN THE 
INCENTIVES REVERSE
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Key message: Inversion is reached when a 

system’s incentives turn against its stated 

purpose, making silence, delay and self-

protection safer than correction while 

treating corrective signals as threats.
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A serious framework must confront the rival case. In 

many domains, restraint is not weakness but duty. High 

thresholds of proof, procedural protection and cautious 

intervention exist for good reasons. They reduce 

wrongful punishment, moral panic and state overreach. 

Tyler’s work on legitimacy reminds us that durable 

compliance depends in part on procedural fairness and 

perceived integrity of process (Tyler, 1990). In public law, 

criminal justice, employment relations and safeguarding 

alike, an over-hasty system can cause grave harm of its 

own.

That objection is valid, but only up to a point. The 

problem addressed in this paper is not procedural 

restraint as such. It is the point at which restraint ceases 

to operate as a protection against unjust power and 

becomes a shelter for avoidable harm. The distinction is 

practical. A defensible system uses process to improve 

judgement. An unhealthy system uses process to 

postpone judgment indefinitely, to disperse 

responsibility, or to make intervention so onerous that 

inaction becomes the default.

The framework therefore does not call for impulsive 

action or disregard for rights. It calls for disciplined 

attention to whether the balance of error has shifted. 

When the burdens of proof, escalation, or correction 

become so demanding that known harm is routinely 

tolerated, the system is no longer neutral. It is allocating 

risk away from the institution and onto those least able 

to absorb it. That movement of burden is one of the 

clearest signals that procedural legitimacy has ceased to 

protect purpose and has started to protect institutional 

comfort instead.

A COMPETING VIEW 
AND WHERE IT HOLDS

7

Key message: Procedural restraint is 

legitimate when it improves judgement 

and protects against unjust power, but it 

becomes a failure pathway when it makes 

inaction the default and shifts the cost of 

known harm onto those least able to bear 

it.
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The Normalisation-Drift-Inversion sequence can be 

identified through recurring operational signs. These 

signs do not appear randomly. In practice, earlier 

indicators usually cluster around tolerated harm and 

rising thresholds, while later indicators reveal burden 

transfer, defensive reaction and distorted enforcement. 

The first is repeated exposure to the same category of 

harm without proportionate correction. The second is 

rising dependence on narrative management, technical 

reassurance, or case-by-case exception handling. The 

third is threshold inflation, where intervention requires 

more certainty, more documentation, or more 

procedural clearance than before. The fourth is 

defensive treatment of challenge, especially where 

dissent is framed as disloyalty, reputational sabotage, or 

misunderstanding.

A fifth sign is misaligned burden. Those bearing the 

consequences of failure are not the same people 

deciding whether to act. This decoupling matters 

because it allows delay to feel low-cost to decision-

makers even when it is high-cost to victims, frontline 

staff, customers, or the public. A sixth sign is selective 

enforcement. Rules still exist, but they are applied more 

readily against compliant actors, isolated individuals, or 

those easiest to discipline than against conduct which is 

more politically awkward or institutionally expensive to 

confront.

A seventh sign is false resilience. The system continues 

to function, but only because harm has been absorbed, 

redistributed or concealed. Continuity is then mistaken 

for control, when it may actually indicate that 

normalisation and drift are already advanced.

None of these signs on their own prove inversion. Taken 

together, however, they help distinguish an organisation 

that is struggling from one that is adapting in the wrong 

direction. In broad terms, repeated tolerated harm and 

reassurance narratives point to normalisation; rising 

thresholds and defensive challenge responses point to 

drift; misaligned burdens and selective enforcement 

point to inversion or late-stage distortion. The key 

question is no longer whether a policy exists, but which 

behaviour the system is reliably selecting for.

WHAT THE 
FRAMEWORK LOOKS 
LIKE IN PRACTICE
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Key message: The NDI sequence is 

signalled when tolerated harm, rising 

thresholds, defensive responses, 

misaligned burdens and selective 

enforcement reveal that a system is no 

longer merely struggling, but selecting for 

the wrong behaviours.
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The value of the framework lies in application. The 

examples below are not presented as identical cases. 

They differ in scale, moral weight and institutional 

setting. The point is narrower. Each show how early 

warning, toleration and incentive distortion can combine 

to produce failure without any need to assume universal 

bad faith.

The Horizon Post Office scandal fits the sequence with 

particular clarity. Reports of accounting anomalies were 

present over time, yet these signals did not trigger 

decisive precautionary correction. Instead, anomalies 

were repeatedly absorbed into an organisational 

narrative that presumed system integrity and individual 

fault. The result was not simply technical error. It was a 

pattern in which legal and procedural machinery were 

used in ways that preserved institutional credibility 

while imposing severe harm on individuals (Hamilton and 

Tweedale, 2021).

Failures to address organised child sexual exploitation in 

several UK localities also reveal the sequence, though 

with greater moral gravity. Successive inquiries showed 

that relevant agencies often possessed intelligence on 

patterns of abuse, victim vulnerability and offender 

behaviour well before decisive intervention occurred 

(Jay, 2014; Home Office, 2020). The central problem was 

not absence of information. It was failure to convert 

information into timely protective action. In such cases, 

normalisation can arise through repeated exposure to 

disturbing facts; drift through rising thresholds and 

institutional hesitation; and inversion where the 

credibility or manageability of victims is treated as more 

pressing than the conduct of offenders.

THREE ILLUSTRATIVE 
APPLICATIONS

9

The UK Covid response is a more contested example and 

should be handled with more care. Emergency decisions 

were made under real uncertainty and many early 

interventions were plainly taken in good faith. The 

framework becomes relevant not because emergency 

action itself was illegitimate, but because prolonged 

restriction, service disruption and secondary harms 

created a mounting need for adaptive revision. Where 

policy persistence became easier than open recalibration 

and where dissent was sometimes treated as a threat to 

institutional authority rather than as corrective input, 

elements of the sequence became visible (House of 

Commons Health and Social Care Committee, 2021). 

This is best understood not as proof of deliberate 

inversion in every respect, but as evidence that even 

benign-intentioned systems can drift into self-protective 

rigidity under pressure.

Key message: The cases show that 

institutional failure does not require 

universal bad faith: early warnings can be 

absorbed, delayed, or defensively 

managed until systems preserve 

credibility and continuity at the expense 

of timely correction.
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This section is offered as a cautious extension of the 

framework into organisational settings, not as a claim 

that commercial governance failures are identical in 

gravity or mechanism to the public failures discussed 

above. The underlying logic, however, can still travel. 

Commercial organisations exist to coordinate action 

under conditions of risk, incomplete information and 

unequal responsibility. Problems arise when authority, 

exposure and consequence fall out of alignment. Agency 

theory is relevant at a basic level because it highlights the 

tension between those who bear downside risk and 

those whose incentives may diverge from organisational 

purpose (Jensen and Meckling, 1976).

In an organisational setting, normalisation may appear as 

tolerated underperformance, repeated boundary-

testing, or managerial reluctance to address behaviour 

because formal challenge is onerous or reputationally 

dangerous. Drift can then occur as expectations are 

quietly lowered, difficult conversations are avoided and 

work is redistributed onto compliant staff. Inversion 

emerges when those who uphold standards absorb the 

cost, while those who exploit delay, ambiguity, or 

procedural asymmetry face relatively little consequence. 

The point here is not that employee protections are 

inherently excessive or that procedural fairness is a 

mistake. It is that any regime can become distorted if it 

protects process while neglecting outcome. A well-

designed organisation makes challenge possible without 

making management inert. It protects staff against abuse 

without making exploitation effectively cost-free. Once 

that balance is lost, the organisation starts to select for 

avoidance, performance theatre and resentment rather 

than responsibility and trust.  

ORGANISATIONAL AND 
COMMERCIAL 
SETTINGS

10

Key message: In organisations, NDI 

appears when authority, exposure and 

consequence fall out of alignment, 

causing systems to tolerate avoidance 

and performance theatre while shifting 

the cost of failure onto those who uphold 

standards.
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For risk leaders, the practical lesson is that compliance is 

not enough. A system may be procedurally active and still 

be strategically blind. Standard assurance functions tend 

to measure the existence of controls, the completion of 

process and the management of reported incidents. They 

are weaker at detecting whether controls still bite, 

whether thresholds have shifted, or whether escalation 

has become performative rather than corrective. 

Apparent resilience or continuity may itself be 

misleading if stability is being purchased through 

tolerated harm, hidden adaptation, or the transfer of 

cost onto others. In that sense, what looks like 

robustness may be the very mechanism by which failure 

is concealed.

The NDI framework is therefore best used as a 

diagnostic overlay. It asks a small number of practical 

questions. What category of harm has become familiar? 

What has the system quietly stopped challenging? Who 

bears the cost of delay? What happens to people who 

raise awkward signals? Which rules are enforced quickly 

and against whom? Which behaviours are in fact being 

selected for? Is continuity being purchased by absorbing, 

redistributing or concealing harm? These questions do 

not replace ordinary governance. They test whether 

governance is still attached to purpose.

The hardest implication is cultural, not technical. Leaders 

must be willing to discover that the organisation’s own 

adaptations have become part of the risk. That requires 

humility, a genuine appetite for disconfirming evidence 

and acceptance that early correction is often cheaper 

than late defence. Systems do not become safer by 

insisting on their own integrity. They become safer when 

they make it institutionally easier to surface, test and act 

on uncomfortable truths. It also requires willingness to 

see when risk has already been reallocated away from 

the institution and onto those with less authority, less 

insulation and fewer means of resisting it.  

IMPLICATIONS FOR 
RISK LEADERSHIP

11

Key message: For risk leaders, the NDI 

framework shows that assurance must 

test not only whether controls exist, but 

whether they still shape behaviour, 

surface uncomfortable truths and prevent 

stability from being purchased through 

hidden harm.
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Used with discipline, the NDI framework gives leaders a 

sharper test than reassurance by process. It asks 

whether the system still rewards the conduct it claims to 

value, whether it still constrains behaviour it claims to 

oppose and whether those closest to harm can still force 

timely correction. When the answer to those questions 

becomes unclear, the risk is no longer merely 

operational. It is structural. A system that continues to 

function under those conditions may still look resilient. 

The deeper question, however, is what that resilience 

now consists of, who is paying for it and whether 

continuity has become a substitute for correction.

Normalisation, drift and inversion describe a pattern 

that is visible across otherwise different institutional 

failures. The sequence does not explain everything and it 

should not be turned into dogma. It is a tool, not a total 

theory. Its value lies in helping decision-makers notice 

when a system has ceased to correct harmful adaptation 

and has started to protect itself from the consequences 

of acknowledging it.

The central warning is simple. Institutional failure is 

often less about ignorance than about accommodation. 

Systems become dangerous when they learn to live with 

signals that should force action, when small adaptations 

accumulate into boundary loss and when the incentive 

structure eventually turns against the system’s own 

stated purpose. At that point, visible collapse may still lie 

ahead, but practical control has already been 

compromised.

CONCLUSION

12
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